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Introduction: Estimation of individualized causal quantities

e Estimating conditional average potential outcomes (CAPOs) and conditional average
treatment effect (CATE) from observational data is one of the core challenges in causal ML

e EXxisting end-to-end representation learning methods
Why is this o work well in practice (based on numerous semi-synthetic benchmarks)
important? o but lack asymptotic optimality

e Two-stage Neyman-orthogonal learners
o offer such asymptotic optimality (e.g., quasi-oracle efficiency/double robustness)
o but do not explicitly benefit from representation learning
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o offer such asymptotic optimality (e.g., quasi-oracle efficiency/double robustness)

e | Two-stage Neyman-orthogonal learners

o but do not explicitly benefit from representation learning
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Introduction: Estimation of individualized causal quantities

Problem
formulation:
CAPOs &
CATE
estimation

Given i.i.d. observational dataset D = {X;, A;,Y;}-; ~P(X,A,Y) with

(¥) covariates
(4) binary treatments

Y

continuous (factual) outcomes

we aim to estimate covariate-level
causal quantities:

conditional average potential
outcomes (CAPOs):

§a(z) = E(Yla] | X = =)
conditional average treatment effect
(CATE):

T (z) =E(Y[1] - Y[0] | X = x)

However, we never observe both
potential (counterfactual) outcomes!

Covariates Treatment Outcome
Patlentg @ Y oM Y)=Y(0) Y)=Y()
....... QH_I—O_lo
........ @ " ._1123
o _!_‘_ml .............................................................. 03 ...............
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Covariates Potential outcomes Treatment effect
Y0 Y1) | Y(1)-Y(0)
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Introduction: Research gap — Our contributions

e From a representation learning perspective:
o multiple works simply suggested specific representation learning models
o they often apply a balancing constraint as a tool to reduce estimation variance

Research
gap o yet, they do not (explicitly) offer assymptic optimality properties
e From a perspective of Neyman-orthogonal learners:
o no rigorous study on structural assumptions and the usage of representation
learning for CAPOs/CATE estimation (only for APOs/ATE (Schulte et al.. 2025"))
e \We are the first to unify representation learning methods and Neyman-orthogonal learners
into a joint framework of orthogonal representation learners (OR-learners)
e At the same time, we provide answers to two main research questions (RQ 1 & RQ 2):
Our

contributions

1) Rickmer Schulte, David Rigamer, and Thomas Nagler. Adjustment for confounding using pre-trained representations. In International Conference on Machine Learning, 2025.
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Introduction: Research gap — Our contributions

e From a representation learning perspective:
o multiple works simply suggested specific representation learning models
o they often apply a balancing constraint as a tool to reduce estimation variance

Research
gap o yet, they do not (explicitly) offer assymptic optimality properties
e From a perspective of Neyman-orthogonal learners:
o no rigorous study on structural assumptions and the usage of representation
learning for CAPOs/CATE estimation (only for APOs/ATE (Schulte et al.. 2025"))
e \We are the first to unify representation learning methods and Neyman-orthogonal learners
into a joint framework of orthogonal representation learners (OR-learners)
e At the same time, we provide answers to two main research questions (RQ 1 & RQ 2):
Our

: . i >
contributions RQ (1). When do representations strengthen the existing Neyman-orthogonal learners?

RQ (2. When can the balancing constraint improve the efficiency of learning similarly
to Neyman-orthogonality?

1) Rickmer Schulte, David Rigamer, and Thomas Nagler. Adjustment for confounding using pre-trained representations. In International Conference on Machine Learning, 2025.
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CAPOs/CATE estimation: Assumptions

Identifiability
assumptions

Estimability
assumptions

Potential outcomes framework (Neyman-Rubin):

1. Consistency. If A = a is a treatment for some patient, then v = v|q] -
2. Strong overlap. There is always a non-zero probability of receiving N
treatment, conditioning on the covariates: € > 0,P(1 —€ > m,(X) > €) =1 _—4 y
3. Unconfoundedness. Current treatment is independent of the A )7

potential outcome, conditioning on the covariates: A L Y(a] | X for all a.
The causal diagram of

Under assumptions (1) - (3) CAPOs/CATE are identifiable as a DGP that satisfies
Assumptions (1) - (3)
§alz) = pa(z) 7°(x) = pf(z) — pg(z)
where p2(z) = E(Y | X = x,A = a) is an expected covariate-level outcome

To consistently estimate causal quantities, we assume that:
o Covariate space X’ is compact
o Ground-truth causal quantities (CATE/CAPOs) and nuisance functions (expected
covariate-level outcome & propensity score) are s-Holder smooth (for s > 0) with the
corresponding Holder norms

11
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CAPOs/CATE estimation: Assumptions

e Potential outcomes framework (Neyman-Rubin):

1. Consistency. If A =a is a treatment for some patient, then v = Y[q]
2. Strong overlap. There is always a non-zero probability of receiving
treatment, conditioning on the covariates: € > 0, P(1 — e > m,(X) > €) =1

Identifiability 3. Unconfoundedness. Current treatment is independent of the
assumptions potential outcome, conditioning on the covariates: A 1 Yla] | X for all a. _
The causal diagram of
e Under assumptions (1) - (3) CAPOs/CATE are identifiable as a DGP that satisfies
) s (1) - (3)
Ea(x) = pg(z) 7%(x) = p¥ (x| Althe partial derivatives up to Ls.
where 1%(z) = B(Y | X = 2,4 = a) | exist and Ls.-th partial derivatives
Ha - T | are Holder, namely: '
(i) Upper-bound on all the partial derivatives < Ls. D™ f(z) = D™ f(a")] < Lz —a'[l3~
. () 1 - ] : o
(i) Holder semi-norm for Lsl-th partial dl?)rri\;i:;v_egmf(x,)' es, we with fm| = ¥, m; = |s]
Wl = B mponsere X e PSS
m|<[s] Imi=Ls] =" = ? [ TE/CAPOQOs) and nuisqée functions (expected

O EITIT ST O T T

covariate-level outcéme & propensity score) are |[s-Holder smooth|(for s > 0) with the
corresponding|Holder norms
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CAPOs/CATE estimation: Existing approaches

(

([
Existing
approaches:
Representa-
tion learning ©
methods

([

End-to-end representation learning aim to minimize a factual MSE:
2
Lo(hgo®) =P {(Y — ha(®(X)))*}
where @(.) is a representation subnetwork and h(.) is an outcome subnetwork

Often, balancing constraint is enforced to reduce the estimation variance:

ﬁBal(@)(ha 0 ®) = Lg(hg 0 ®) + a Lpa(P)

where the last term is a distributional distance: dist(P(®(X) | A = 0),P(@(X) [ A=1))

However, as discovered in (Melnychuk et al.. 2024), non-ivertible representations can
induce confounding bias (RICB):

< L 20) X - e(X) TN
(4 Y . Y
(A fp——> Y

Original causal

diagram Transformed causal

diagram

Numerous specific neural models were proposed for CAPOs/CATE estimation

1) Valentyn Melnychuk, Dennis Frauen, and Stefan Feuerriegel. Bounds on representation-induced confounding bias for treatment effect estimation. In International Conference on Learning Representations, 2024.
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et Lo | Bt | ey | Commeney | Noymavortogonalty
| | | | | CAPOs [ CATE

TARNet (Shalit et al., 2017; Jo- | PI - - v/ X X

hansson et al., 2022)

BNN (Johansson et al., 2016);

CFR (Shalit et al., 2017; Jo-

hansson et al., 2022); ESCFR | PI IPM (any) / - X[/ invertible] X X

(Wang et al., 2024); ORIC

(Yan et al., 2025)

;%E)R (Johansson et al., 2018, | yypy IPM + LW | (any) / - X[/: invertible] x x

DACPOL (Atan et al., 2018);

CRN (Bica et al., 2020); AB-

CEI (Du et al., 2021); CT (Mel- B

nychuk et al., 2022); MitNet Kl J50 & ¥ a

(Guo et al., 2023); BNCDE

(Hess et al., 2024) | 1))

SITE (Yao et al., 2018) | PI | LS | MPD | X[/: invertible] | X [ X

DragonNet (Shi et al., 2019) | PI / (DR) | = | | v | PR (/PR¥) NS can

PM (Schwab et al., 2018); Sta- B

bleCFR (Wu et al., 2023) Wl TN € o -

CFR-ISW (Hassanpour and B

Greiner, 2019a); IEEW PN RP ¥ X o

DR-CFR (Hassanpour and

Greiner, 2019b); DeR-CFR | IPTW IPM + CP - v X X

(Wu et al., 2022)

DKLITE (Zhang et al., 2020) | PI | CV | RL | X[/: invertible] | X [

BWCFR (Assaad et al., 2021) | IPTW | IPM + CP | - | v | [

SNet (Curth and van der

Schaar, 2021b; Chauhan et al., | DR - - v (/DRK) /DRK

2023)

GWIB (Yang et al., 2024) | PI | MI [ = | X | |

CausalEGM (Liu et al., 2024) | PI | - | GAN | v | [

1) Valentyn Melnychuk, Dennis Frauen, and Stefan Feuerriegel. Bounds on representation-induced confounding bias for treatment effect estimation. In International Conference on Learning Representations, 2024.
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CAPOs/CATE estimation: Existing approaches

Existing

approaches:

Neyman-
orthogonal
learners

Meta-learners for CAPOs/CATE estimation are model-agnostic methods that proceed in
two stages: (i) nuisance functions estimation and (ii) target model fit

They aim to minimize a weighted MSE in a target model class G = {¢g(-) : V C X — YV}
Lg(g,n) = E[w(rg (X)) (x"(X,n) — g(V))?]
where X*(.) is a causal quantity (CAPOs/CATE)

Neyman-orthogonal learners use debiased MSE (so that the gradient of the MSE wrt. g(.) is
first-order insensitive to the nuisance functions):

Lg(9,1) = Pu{p(4,75(X)) (8(Z,7) — 9(V))?}
where @(.) is a pseudo-outcome (matches to a causal quantity in expectation)
They possess quasi-oracle efficiency and (often) double-robustness:
19— ¢*IIz, < Raten(G;3,7) + |IAT — =f|7, A% — uilZ,
Ro (1.)

By choosing different weight functions, we can reduce the variance of estimation (yet,
when MSE is regularized, we might add bias)

15
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CAPOs/CATE estimation: Existing approaches

Existing

approaches:

Neyman-
orthogonal
learners

e Meta-learners for CAPOs/CATE estimation are model-agnostic methods that proceed in
two stages: (i) nuisance functions estimation and (ii) target model fit

e They aim to minimize a weighted MSE in a target model class G = {g(:) : V C X — YV}
Lg(g,n) = Elw(rg (X)) (x*(X,n) — g(V))?]
where XX(.) is a causal quantity (CA)P'és/CATE)

e Neyman-orthogor| Best in-class projection %SE (so that the gradient of the MSE wrt. g(.) is
first-order insensitive to the pdisance functions):

Eg(g, =P, {p(A,7%(X)) (¢(Z,7) — g(V))*}

seugO-outcome (matches to a causal quantity in expectation)

Emplrlcal minimizer

si-oracle efficiency and (often) double-robustness:

o Theyposgess
19— g*I2, S[Raten(G; g, 9) |+ I —wf 7, lag — uilZ,

/ R (n,7)

e Byl Finite-sample second-stage error e can reduce th‘e\wriance of estimation (yet,
WietTivico- 15 reyuidiiZcy, we 1nylit dud biaS Second_order remainder

16
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CAPOs/CATE estimation: Existing approaches

Meta-learners for CAPOs/CATE estimation are model-agnostic methods that proceed in

two stages: (i) nuisance functions estimation and (ii) target model fit

e They aim to minimize a weighted MSE in a target model class G = {g(-) : V C X — '}

~ -

Causal Meta- 4 . . "
liaHtity ———— Neyman-orthogonal loss, Lg(g,7) Second-order remainder, Ra(n, 7))
K A=a AT ~L x |2 -
DRX ]P’n{(lﬁ{gT)}(Y — p2(X)) + pZ(X) —g(V)) } 1% — =37, 185 — pallZ,
Ey CAPOs
FS 1{A= 2 1{A=a} 2 0 _
ag DRF Pn{iﬁg(—;)l(y—g(V)) + (1 s ﬂw(x“) ) (BZ(X) —g(V)) } T — IIL4 lag MaIIL4
2
Ne DRK {( A OO (¥ — BR(X) + AE(X) — AF(X) —g(V)) } Sactony 187 = 7F112, 122 — w2II2,
o CATE | P { (4 - #00)* (52568 - 9)*) Sactony 155 = 7312, 162 — w212, + 1177 - n2l4,
(
VW | Pad (A - #3(X))? (o (Y — A5(X)) +A43(X) — 43(X) —g(V) | 155 — w212, 182 — p2l2, + 177 — =7IlE,
n 1 ,;r(a):(x) ir’f(X) M A Hq Ho g a€{0,1} 1 Ly a a 1 1
References
DR (Kennedy, 2023); DRFs (Foster and Syrgkanis, 2023); DR¥ (Kennedy, 2023) R (N1e and Wager 2021), IVW (Fisher, 2024)
L u‘ — l l o v .I_J4 — qu
/ R2 (77,77)

By

Finite-sample second-stage error

ve can reduce th‘e\wriance of estimation (yet,

CIl IVIoL To Teyuidrizceu, we TTHyIIt duu

biag  Second-order remainder
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OR-learners: Unified framework

e Toanswer RQ1 & RQ 2, we propose a unified framework of (i) representation learning

methods and (ii) Neyman-orthogonal learners, called orthogonal representation
learners (OR-learners)

e OR-learners combine “best of both worlds”: (i) representation learning capabilities and
(ii) favorable asymptotic properties of Neyman-orthogonality

e They proceed in three stages:

Unified X s (a) %
framework _ _ v - @)X
FC¢ -
A @__,_ el _,{ B(X) ]__, FC, F>h(®)} fwia”
BNN (a = 0) ¢
CFR . 5
(+Balancing | (4 \ 5 ||
(B:,ZEFIOW constraint) @ LBal I
RCFR 5
- (+Balancingby (v A | o '
i o A)}-£(4)
Stage (0): Fitting a representation network




OR-learners: Unified framework

Unified
framework

LMU MUNICH SCHOOL OF MANAGEMENT

To answer RQ 1 & RQ 2, we propose a unified framework of (i) representation learning
methods and (ii) Neyman-orthogonal learners, called orthogonal representation
learners (OR-learners)

OR-learners combine “best of both worlds”: (i) representation learning capabilities and

(ii) favorable asymptotic properties of Neyman-orthogonality

They proceed in three stages:

TARNet
TARFlow
BNN (a = 0)
GCER

CFRFlow
BNN

RCFR
CFR-ISW
BWCFR

(+ Balancil
constraint)

(+ Balanci
re-weightir

(x)—
(X )—

Q
FC%w > 1 Z(X) | ﬁ:@ ....... Y
FCw,az > 72 (X) N ........ - <§)

Stage (1) (if necessary): Estimating

T ACL')

nuisance functions 1 = (4%, %

—
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OR-learners: Unified framework

e Toanswer RQ1 & RQ 2, we propose a unified framework of (i) representation learning

methods and (ii) Neyman-orthogonal learners, called orthogonal representation
learners (OR-learners)

e OR-learners combine “best of both worlds”: (i) representation learning capabilities and
(ii) favorable asymptotic properties of Neyman-orthogonality

e They proceed in three stages:

Unified . -

' vV

framework _ A)(Y

TARNet - ) 7

TARFlow vl g & 2 @ b h, () [ Brra

BNN (a = 0) = =

CFR pex)||[Fx| oy |

CFRFlow (+ Balan - J I

BNN constrair vV o e ]— R =it O

—>| X

RCFR - 9 J &

CFR-ISW (+ Balary L (A

BWCFR re-weigh 7y

Stage (2) : Fitting a target network

21
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RQ1: Error bounds under smoothness — Heterogeneity trade-off

RQ 1: Error
bounds
under
smoothness

RQ 1:
Heterogeneity
trade-off

RQ (1). When do representations strengthen the existing Neyman-orthogonal learners?

Under Holder smoothness, the following error bound holds assymptotically for
non-parametric models (e.g. local polynomial regression (Kennedy, 2023")):

Hg*v Av||L2 N (Lv)(2s’v+dv)n (2338:%) + R5

where ¢*V is the best projection, s” - Hélder smooth with Hélder norm LY , and
Rs = Ry(n,7) is a second-order remainder that depends on the smoothness of nuisance

functions n = (:LLO y :ul y 11 )
Similar error bounds can be found for neural networks (Schulte et al.. 20252)

While the R term is irreducible, we can reduce the first term by choosing different V:
o V = X: no asymptotic bias between g* and ground truth CAPOs/CATE, but the first
term is the largest
o V = @: first term becomes a parametric rate (1/n), but we lose all the heterogeneity
of CAPOs/CATE (= asymptotic bias)

1) Edward H. Kennedy. Towards optimal doubly robust estimation of heterogeneous causal effects. Electronic Journal of Statistics, 17(2):3008—-3049, 2023.
2) Rickmer Schulte, David Riigamer, and Thomas Nagler. Adjustment for confounding using pre-trained representations. In International Conference on Machine Learning, 2025.
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bounds
under
smoothness

RQ 1:
Heterogeneity
trade-off

RQ (1). When do representations strengthen the existing Neyman-orthogonal learners?

Under Holder smoothness, the following error bound holds assymptotically for
non-parametric models (e.g. local polynomial regression (Kennedy, 2023%)):

“ 2 2sY
g™ — UHLQ N

2dq .
< (L’U) (23’U—|—dv)n (25U +dy) _|_ R2

where ¢*?Y is the best projection, s? - Holdek smooth with Holder norm LY , and

Rs = Ry(n,7) is a second-order remainder that depends on the smoothness of nuisance
functions n = (ug, u7, 1)

Similar error bounds can be found for neural networks (Schulte et al.. 20252)

While the R term is irreducible, we can reduce the first term by choosing different V:
o V = X: no asymptotic bias between g* and ground truth CAPOs/CATE, but the first
term is the largest
o V = @: first term becomes a parametric rate (1/n), but we lose all the heterogeneity
of CAPOs/CATE (= asymptotic bias)

1) Edward H. Kennedy. Towards optimal doubly robust estimation of heterogeneous causal effects. Electronic Journal of Statistics, 17(2):3008—-3049, 2023.
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RQ1: Low-dimensional manifold hypothesis

RQ (1). When do representations strengthen the existing Neyman-orthogonal learners?

e To resolve the heterogeneity trade-off (= bias-variance trade-off for a target model), we
assume a low-dimensional manifold hypothesis:

Assumption 1 (informal). (i) CAPOs/CATE are supported on a
low-dimensional, compact, smooth manifold (representation space)

3" C R%*,dg < d, suchthat ¢(z) = €27 (9% (z)) and 7°(z) = 1% (9*(2))
and (ii) there exists a sufficiently smooth (at least once differentaible) pullback

RQ 1: Low- .
dimensional map J
manifold -
hypothesis /gg/fﬂ"ecs (X)
X ——oco™(x) —— D* —¢t/rtccs? (or)— Y

\

J*Ecsw_l_l(@*)
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RQ1: Theoretical results
RQ (1). When do representations strengthen the existing Neyman-orthogonal learners?

e Under Assumption 1, the following holds:

Proposition 1 (informal). Under Assumption 1 and when J* is a contractive
map, representation-level CAPOs/CATE are easier to learn:

k ~ sk ~ 2
g™ —§* 1|7, S llg* — §*I7,

Can we learn the ideal representation from Assumption 1 in practice?

{
RQ 1:
Theoretical Proposition 2 (informal). Under mild conditions on the representation network
results trained with the factual MSE L4 (h, o @), there exists a hidden layer V = f(X)
where the regression target becomes smoother

e Hence, the outputs of hidden - - .
layers can serve as substitutes N/\ Nl /\/\/ S /
for the ideal representation from
Assumption 1 (= OR-learners)

26
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RQ1: Theoretical results

RQ (1). When do representations strengthen the existing Neyman-orthogonal learners?

e Under Assumption 1, the following holds:

Proposition 1 (informal). Under Assumption 1 and when J* is a contractive
map, representation-level CAPOs/CATE are easier to learn:

x ~ x ~ 2
=% L, S g = g7,

Lo ~

g

Empirically, we saw that using middle layers is the best trade-off

e Can we learn g :
RQ 1: between (a) full re-training of the representation by a target model
Theoretical Proposition and (b) using only outputs that contain plug-in bias ork
results trained with the factual MSE L4 (%, o @) , thetegxists a hidden layer V = f(X)
where the regression target becomes smoother
e Hence, the outputs of hidden e Ha () @ Ha(v) @ Ha(v)
layers can serve as substitutes /\ﬂ/\ >[FC, |4 /\/\/ AFc. b
for the ideal representation from = /-~ il ) T
Assumption 1 (= OR-learners) ® ) v=E]




RQ1: Empirical results

LMU MUNICH SCHOOL OF MANAGEMENT

RQ (1). When do representations strengthen the existing Neyman-orthogonal learners?

e |n a numerous (semi-)synthetic benchmarks, our OR-learners with V = ®(X) achieve the
best performance when the low-dimensional manifold hypothesis holds (compared to
standard Neyman-orthogonal learners and other variants):

| DR DRES | DRX  DRYS | DRX R IVW

V= (pF, A7) | 223% 20.9% | 27.6% 255% | 37.4%  37.1%  37.4%

TR RN V= 25.0% 20.4% | 23.5% 13.2% | 19.3% 6.8% 15.3%
V=X*|27.0% 287% | 26.0% 23.4% | 13.2% 6.2% 10.8%

V = ®(X) 64.7% 60.3% 69.0% 57.9% 68.6% 69.1% 67.4%

V= (a5, A7) | 40.9% 41.1% | 40.7% 42.1% | 45.4%  458% = 44.6%

BNN (a = 0.0) V=X | 382% 37.6% | 33.5% 29.6% | 24.4% 8.7% 19.6%
- V=X*|405% 50.0% | 34.6% 39.6% | 13.8% 7.7% 10.9%
V=%&(X) | 706% 70.6% | 68.6% 73.4% | 84.2% = 79.4%  82.5%

RQ 1:

Higher = better. Improvement over the baseline in more than 50% of runs marked in green

Empirical :
P ACIC 2016 datasets collection
results
.
| DRE DRE® | DRK DRES | DRK R IVW
V = (ﬁ,g,ﬂf) +0.549 + 0.006 +0.564 + 0.006 +0.589 + 0.003 +0.589 4+ 0.003 +0.509 + 0.004 +40.510 + 0.004 +0.509 + 0.004
TARNet V=X 40.011 4+ 0.006 +0.082 + 0.065 +0.017 £+ 0.005 +0.011 4+ 0.005 +40.002 + 0.007 +40.215 + 0.247 +0.004 + 0.008
V=X* +0.033 £+ 0.009 —0.001 &= 0.007 +0.052 £+ 0.014 —0.017 £ 0.003 +0.063 £+ 0.012 +4+0.129 + 0.179 +0.052 £ 0.005
V =&(X) | —0.011 & 0.004 40.007 & 0.053 | —0.014 4 0.002 —0.014 4 0.006 | —0.017 £ 0.005 —0.014 4 0.020 —0.016 & 0.005
V = (;13,;2‘1”) —0.004 + 0.015 +0.000 + 0.017 —0.013 £+ 0.014 —0.014 £ 0.011 +40.001 + 0.010 —0.002 + 0.008 —0.002 £+ 0.009
BNN ( - 0) V= +0.013 + 0.028 +0.054 + 0.043 +0.005 + 0.021 —0.012 + 0.025 +0.021 + 0.025 +0.121 4+ 0.102 +0.025 4+ 0.031
& =il V=X* +0.040 £ 0.056 —0.006 %= 0.037 +0.048 + 0.043 —0.039 4+ 0.022 +0.087 £+ 0.032 +40.075 £ 0.056 +0.096 + 0.040
V= &)(X) —0.019 £ 0.019 —0.029 4+ 0.022 —0.034 + 0.019 —0.040 £ 0.023 —0.020 £ 0.020 —0.027 + 0.020 —0.022 £+ 0.021

Lower = better. Significant improvement over the baseline in green, significant worsening of the baseline in red

HC-MNIST dataset



RQ1: Empirical results

LMU MUNICH SCHOOL OF MANAGEMENT

RQ (1). When do representations strengthen the existing Neyman-orthogonal learners?

e |n a numerous (semi-)synthetic benchmarks, our OR-learners with V = ®(X) achieve the
best performance when the low-dimensional manifold hypothesis holds (compared to
standard Neyman-orthogonal learners and other variants):

| DR DRES | DRX  DRYS | DRX R IVW
V= (pF, A7) | 223% 20.9% | 27.6% 255% | 37.4%  37.1%  37.4%
TARNet V= 25.0% 20.4% | 23.5% 13.2% | 19.3% 6.8% 15.3%
V=Xx*|270% 287% | 260% 234% | 13.2% 6.2% 10.8%
| v=oX) | 64.7% 60.3% | 69.0% 57.9% | 68.6%  69.1%  67.4%]
V= (a5, A7) | 40.9% 41.1% | 40.7% 42.1% | 45.4%  458% = 44.6%
BNN (a = 0.0) V=X | 382% 37.6% | 33.5% 29.6% | 24.4% 8.7% 19.6%
- V=X* | 405% _50.0% | 34.6% _39.6% | 13.8% 7.7% 10.9%
| v=oX) [ 706% 70.6% | 68.6% 73.4% | 84.2%  79.4%  82.5%]

RQ 1:

Higher = better. Improvement over the baseline in more than 50% of runs marked in green

Empirical :
P ACIC 2016 datasets collection
results
.
| DRE DRE® | DRK DRES | DRKX R IVW
V = (ﬁ,g,ﬂ’f) +0.549 + 0.006 +0.564 + 0.006 +0.589 + 0.003 +40.589 + 0.003 +0.509 + 0.004 +40.510 + 0.004 +0.509 + 0.004
TARNet V=X 40.011 4+ 0.006 +0.082 + 0.065 +0.017 £+ 0.005 +0.011 £ 0.005 +40.002 + 0.007 +40.215 + 0.247 +0.004 + 0.008
e V — X * 10.033 + 0.009 —0.001 4+ 0.007 10052 + 0014 —0.017 4+ 0.003 10063 + 0012 10129 + 0.179 410052 4+ 0.005
| V = @(X) —0.011 &+ 0.004 +0.007 4+ 0.053 —0.014 + 0.002 —0.014 + 0.006 —0.017 £ 0.005 —0.014 &+ 0.020 —0.016 4+ 0.005 |
V = (pg,4¥) | —0.004 £+ 0.015  +0.000 + 0.017 | —0.013 + 0.014  —0.014 + 0.011 | 4+0.001 & 0.010  —0.002 + 0.008  —0.002 + 0.009
BNN (a - 0) V= +0.013 + 0.028 +40.054 + 0.043 +0.005 + 0.021 —0.012 + 0.025 +0.021 + 0.025 +0.121 4+ 0.102 +0.025 + 0.031
- V=X 40.040 4 0.056 —0.006 4 0.037 +0.048 + 0.043 —0.039 4+ 0.022 +0.087 + 0.032 +4-0.075 4 0.056 +0.096 + 0.040
I V = <I>(X) —0.019 £ 0.019 —0.029 4+ 0.022 —0.034 + 0.019 —0.040 £ 0.023 —0.020 £ 0.020 —0.027 £+ 0.020 —0.022 £+ 0.021 I

Lower = better. Significant improvement over the baseline in green, significant worsening of the baseline in red

HC-MNIST dataset
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RQ2: Balancing constraint & representation-induced bias

RQ (2. When can the balancing constraint improve the efficiency of learning similarly
to Neyman-orthogonality?

e As mentioned previously, balancing constraint can induce an asymptotic bias
(representation induced confounding bias, RICB), when applied to the existing
representation learning methods:

RQ2: £2(4) # ué(¢) and 74(¢) # puf(¢) — ud(4)

Balancing
constraint & e The RICB can be circumvented with:
representa- o invertibility of representations (yet, this compromises the main purpose of

tion-induced

bias low-dimensional representations)

o by using our OR-learners (as we do not put any constraints while estimating the
nuisance functions)

o by enfocing balancing constraint for the target model only (an example of
overlap-adaptive regularization (Melnychuk et al., 2026"))

1) Valentyn Melnychuk, Dennis Frauen, Jonas Schweisthal, and Stefan Feuerriegel. Overlap-Adaptive Regularization for Conditional Average Treatment Effect Estimation. In International Conference on Learning
Representations, 2026.
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RQ2: Theoretical results

RQ (2. When can the balancing constraint improve the efficiency of learning similarly
to Neyman-orthogonality?

e However, in general, balancing constraint can be inherently detrimental!

Proposition 3 (informal). Under (relatively) mild conditions, factual MSE
minimization £s(h, o ®) makes the representation an expanding map (=
Lipschitz constant >= 1)

RQ 2: Proposition 4 (informal). Balancing constraints (i.e., \Wasserstein distance &
Theoretical maximum mean discrepancy) force the representation to be a contractive
results map (Lipschitz constant <= 1)

e For both to work together, the balancing constraint requires an inductive bias: the
low-overlap regions of the covariate space coincide with the low CAPOs/CATE
heterogeneity (e.g., instrumental variables)

e |n general, balancing cannot recover the lack of Neyman-orthogonality and is
asymptotically detrimental
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RQ2: Empirical results

RQ (2). When can the balancing constraint improve the efficiency of learning similarly
to Neyman-orthogonality?

TARFlow (o = 0.0) CFRFlow (WM; a = 1.0)
. i S — . T . it

Treated Treated ?:::::::% | 5 : Treated | , Treated
RQ 2: B A B B
Empirical .
results ”

_4,2 N 0 1 5 74—2 1 0 1 2 74—2 -1 0 1 2
z! z @
Invertible representation network Invertible representation network

w/o balancing w/ balancing



LMU MUNICH SCHOOL OF MANAGEMENT

RQ2: Empirical results

RQ (2). When can the balancing constraint improve the efficiency of learning similarly
to Neyman-orthogonality?

IPM: MMD — £& IPM: MMD — &2 IPM: MMD — 7° IPM: MMD — &F IPM: MMD — &f IPM: MMD — 7
1.8 1.8 1.8 2.0 7 2.0 1 z 207
164 161 1.6 4 1.8 1.8 1 18
1.4 = 14 & 14 =167 =167 L6
2 g = 8 2 =
2 124 %124 & o121 z 141 Z 141 A 147
3 3 5 ) S 5 /Zf
§ 104 § 1.0 45 1.0 1 g 1:2: ] 1.2 A § 1.2 A
1.0 1.0 1 1.0
0.8 0.8 k 0.8
0.8 0.8 1 08
0.6 : : 0.6 1 0.6 : : | ! I | |
1071 10! 107! 10! 1071 10!
IPM: WM — £& IPM: WM — €2 IPM: WM — 7¢
IPM: WM — &8 IPM: WM — &F IPM: WM — 7% 2.0 1 2.0 7 2.0
1.8 1.8 7 1.8
RQ 2 . 1.8 1.8 1.8
1.6 1.6 1.6
Empirical g g i
~ 1.4 ~ 1.4 = 1.4 = = =
g a = S 141 S 141 B 14+
S = = & & 3]
results 2 124 2124 & 1.2 5 S c’
.%10_ %10_ "%10_ SI'Q_ 91.2' §1.2'
’ ’ e 1.0 4 1.0 4 1.0 -——"4
0.8 0.8 0.8
0.8 0.8 1 08
0.6 i e 0.6 T 108 0.6 i 0 102 10°! 100 10 102 10-! 100 10 10-2 10! 100 10t
- - - (o3 « (o7

Balancing constraint is beneficial (in blue): Balancing is detrimental (in blue):

when the inductive bias is present e majority of the datasets
only in low-sample regime
hyperparameter a needs to be tuned
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Takeaways

Given that there is no nuisance-free way to do
CATE/CAPOs model selection based solely on the
observational data, we showed that:

RQ 1: Given the low-dimensional manifold
assumption, one can simplify the task of
CAPOs/CATE estimation and use the proposed
framework of OR-learners

ArXiv: arxiv.org/abs/2502.04274

RQ 2: We advise against the balancing
constraint, unless one can assume the underlying See you at the
inductive bias and uses it correctly (so that it does

. . . Poster session 3, # 171
not induce a confounding bias)


http://arxiv.org/abs/2502.04274

LMU MUNICH SCHOOL OF MANAGEMENT

RQ1: Conclusion

RQ 1:
Conclusion

RQ (1). When do representations strengthen the existing Neyman-orthogonal learners?

|

Guidelines from RQ (1). We suggest using the
OR-learners as they instrumentalize the core As-
sumption Under it, the representation-based
Neyman-orthogonal learners outperform the stan-
dard Neyman-orthogonal learners. Furthermore,
OR-learners offer a middle-ground solution between
(a) the full re-training of the representation net-
work at the second-stage and (b) debiasing only
the representation network outputs.
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RQ2: Conclusion

RQ (2. When can the balancing constraint improve the efficiency of learning similarly
to Neyman-orthogonality?

Guidelines from RQ (2). The balancing con-
straint relies on the strong inductive bias that the

RQ 2: low-overlap regions of the covariate space coincide
Empirical with the low CAPOs/CATE heterogeneity. The

results

OR-learners, on the other hand, do not make such
an assumption and provide general asymptotic op-
timality guarantees.
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